
Exploration in Deep RL
Christopher Mutschler



Agenda
• Motivation, Problem Definition & Multi-Armed Bandits
• Classic Exploration Strategies

• Epsilon Greedy
• (Bayesian) Upper Confidence Bounds
• Thomson Sampling

• Exploration in Deep RL
• Count-based Exploration: Density Models, Hashing
• Prediction-based Exploration:

• Forward Dynamics
• Random Networks
• Physical Properties

• Memory-based Exploration:
• Episodic Memory
• Direct Exploration

• Summary and Outlook 

Exploration in Deep RL 2



Key Exploration Problems in Deep RL
1. The “Hard-Exploration” Problem

• Exploration in environments with very sparse or even deceptive rewards
• Random exploration is prone to failure as it will rarely find successful states or obtain meaningful 

feedback from the environment
• Montezuma’s Revenge is one of such examples

2. The Noisy-TV Problem
• Initially proposed by Burda et al.1: An agent seeks for novelty in the environment and finds a TV with 

uncontrollable & unpredictable output (e.g., Gaussian noise)
à this will attract the agent’s attention forever!

• The agent obtains new rewards from the noisy TV consistently but fails to make any meaningful progress 
and becomes a “couch potato”
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1 Yuri Burda et al.: Exploration by Random Network Distillation. ICLR 2019.

Agent in maze with TV Agent in maze without TV
problems with sticky actions

Images taken from https://openai.com/blog/reinforcement-learning-with-prediction-based-rewards/



Exploration in Deep RL
• But is it all so much different from what we studied with bandits?
• Recap: classes of exploration methods:

• Optimistic exploration:
• A new state is always a good state
• We must estimate the state visitation frequencies or novelty
• Typically realized by means of exploration bonuses

• Thompson sampling style algorithms:
• Learn distribution over Q-functions or policies
• Sample and act according to sample

• Information gain style algorithms
• We reason about information gain from visiting new states

• Entropy-loss & Noise-based algorithms:
• Implicit exploration through induction of noise
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We talked about this

Not our focus here



Exploration in Deep RL
• Let us revisit Upper Confidence Bounds:

𝑎!"#$ = argmax
%∈𝒜

𝑄 𝑎 + 𝑐 ⋅
2 log 𝑡
𝑁!(𝑎)

• We can make use of several exploration bonus functions
(don’t worry about all the elements, most important is that it decreases with 𝑁 𝑎 !)

• Open question: how can we make use of such methods in an MDP?
• Idea: Count-based Exploration:

• use 𝑁 𝑠, 𝑎 or 𝑁 𝑠 , and
• add an exploration bonus!

Exploration Bonus
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Intrinsic Rewards as Exploration Bonuses
• Instead of 𝑟 𝑠, 𝑎 we provide 𝑟( 𝑠, 𝑎 = 𝑟 𝑠, 𝑎 + ℬ 𝑁 𝑠

• We can give this to any model-free agent!
• A general formulation looks like this:

𝑟! = 𝑟!) + 𝛽 ⋅ 𝑟!*

• 𝛽 is a hyperparameter that adjusts the balance between exploitation and exploration
• 𝑟!) is called the extrinsic reward form the environment at time 𝑡
• 𝑟!* is called the intrinsic reward, i.e., the exploration bonus at time 𝑡

• The intrinsic reward is/can be inspired intrinsic motivation1 and we can transfer those findings to RL too:
1. Discovery of novel states
2. Improvement of the agent’s knowledge about the environment

decreases with 𝑁 𝑠

1 Pierre-Yves Oudeyer and Frederic Kaplan: How can we define intrinsic motivation? 8th Intl. Conf. Epigenetic Robotics

Exploration in Deep RL 6



Agenda
• Motivation, Problem Definition & Multi-Armed Bandits
• Classic Exploration Strategies

• Epsilon Greedy
• (Bayesian) Upper Confidence Bounds
• Thomson Sampling

• Exploration in Deep RL
• Count-based Exploration: Density Models, Hashing
• Prediction-based Exploration:

• Forward Dynamics
• Random Networks
• Physical Properties

• Memory-based Exploration:
• Episodic Memory
• Direct Exploration

• Summary and Outlook 

Exploration in Deep RL 7



Count-based Exploration
• We want novel states to surprise the agent

à we need a metric that measures how novel a state appears to us
• Intuitive idea: count how many times we see a particular state & apply the bonus accordingly

à Let 𝑁+(𝑠) be the empirical count of visits of a state 𝑠 in the sequence 𝑠,:+. 

• But wait, as we deal with high-dimensional or continuous state spaces, we still have 2 problems:
1. Many states we will never see at all
2. Many states we will never see again
à So, what is a “count” after all?
à Counting will become somehow “useless”…

• Side-note: we need a non-zero count for most states, even if we haven’t seen them before

• But some states are more similar than others!
à This might be useful to exploit!
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Count-based Exploration: Density Models
• Idea: Density Models

1. Fit a density model 𝑝 𝑠; 𝜃 to approximate the frequency of visits
2. Derive a pseudo count from the model

• Can we get 𝑝 𝑠; 𝜃 and 𝑝(𝑠; 𝜃.) to satisfy the above?

𝑝 𝑠 =
𝑁(𝑠)
𝑛

true density at time step 𝑇: true density at time step 𝑇+1 after observing 𝑠:

𝑝. 𝑠 =
𝑁 𝑠 + 1
𝑛 + 1

Marc G. Bellemare et al.: Unifying Count-Based Exploration and Intrinsic Motivation. NIPS 2016.
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Count-based Exploration: Density Models
• Idea: Density Models

1. Fit a density model 𝑝 𝑠; 𝜃 to approximate the frequency of visits
2. Derive a pseudo count from the model

• Can we get 𝑝 𝑠; 𝜃 and 𝑝(𝑠; 𝜃.) to satisfy the above?
• Sure:

1. Fit model 𝑝 𝑠; 𝜃 to all states 𝒟 seen so far
2. Take a step 𝑇 and observe 𝑠/
3. Fit new model 𝑝 𝑠; 𝜃. to 𝒟 ∪ 𝑠/
4. Use 𝑝 𝑠; 𝜃 and 𝑝 𝑠; 𝜃. to estimate @𝑁(𝑠)

5. Set 𝑟*( = 𝑟* + ℬ @𝑁 𝑠

6. Repeat.

𝑝 𝑠; 𝜃 =
@𝑁(𝑠)
A𝑛

true density at time step 𝑇:

𝑝 𝑠; 𝜃. =
@𝑁 𝑠 + 1
A𝑛 + 1

true density at time step 𝑇+1 after observing 𝑠:

à solve linear system

à @𝑁 𝑠 = A𝑛𝑝(𝑠; 𝜃) à A𝑛 =
01 2 (,34 2;6#

4 2;6#

but how?
à @𝑁 𝑠 = 4 2;6 ,34 2;6#

4 2;6# 34 2;6

Marc G. Bellemare et al.: Unifying Count-Based Exploration and Intrinsic Motivation. NIPS 2016.
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Count-based Exploration: Density Models
• Open issue #1: What bonus 𝓑 @𝑵(𝒔) could we choose?

• Upper Confidence Bounds: ℬ @𝑁(𝑠) = 7 89: !
01(2)

• MBIE-EB1,2: ℬ @𝑁(𝑠) = ,
01(2)

• BEB3: ℬ @𝑁(𝑠) = ,
,( 01 2

• Open issue #2: What density model could we choose?
• Note: we only need rough densities (no need for accuracy or normalization, and we do also not need to 

sample from it (such in GANs or VAEs!) – it only needs to get up for states that have higher density
• Context Switching Trees (CTS)2,4

• PixelCNN5,6

• Gaussian Mixture Models (GMM)7

• …

1 Strehl & Littman: An analysis of model-based Interval Estimation for Markov Decision Processes. 2008.
2 Marc G. Bellemare et al.: Unifying Count-Based Exploration and Intrinsic Motivation. NIPS 2016.
3 Kolter & Ng: Near-Bayesian Exploration in Polynomial Time. ICML 2009.
4 Marc G. Bellemare et al.: Skip Context Tree Switching. ICML 2014.
5 Georg Ostrovski et al.: Count-Based Exploration with Neural Density Models. ICML 2017.
6 Arron van den Oord et al.: Conditional Image Generation with PixelCNN Decoders. NIPS 2016.
7 Zhao & Tresp: Curiosity-Driven Experience Prioritization via Density Estimation. NIPS Deep RL Workshop. 2018.
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Count-based Exploration: Density Models

Average training score with and without exploration bonus or optimistic initialization in 5 Atari 2600 games. Shaded areas denote inter-quartile range, dotted lines
show min/max scores

“Known world” of a DQN agent trained for 50 million frames with (right) and without (left) count-based exploration bonuses, in Montezuma‘s Revenge.
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Figure 2: Average training score with and without exploration bonus or optimistic initialization in 5
Atari 2600 games. Shaded areas denote inter-quartile range, dotted lines show min/max scores.

No bonus With bonus

Figure 3: “Known world” of a DQN agent trained for 50 million frames with (right) and without
(left) count-based exploration bonuses, in MONTEZUMA’S REVENGE.

count-based exploration bonus enables us to make quick progress on a number of games, most dra-
matically in MONTEZUMA’S REVENGE and VENTURE.

MONTEZUMA’S REVENGE is perhaps the hardest Atari 2600 game available through the ALE. The
game is infamous for its hostile, unforgiving environment: the agent must navigate a number of
different rooms, each filled with traps. Due to its sparse reward function, most published agents
achieve an average score close to zero and completely fail to explore most of the 24 rooms that
constitute the first level (Figure 3, top). By contrast, within 50 million frames our agent learns a
policy which consistently navigates through 15 rooms (Figure 3, bottom). Our agent also achieves a
score higher than anything previously reported, with one run consistently achieving 6600 points by
100 million frames (half the training samples used by Mnih et al. (2015)). We believe the success of
our method in this game is a strong indicator of the usefulness of pseudo-counts for exploration.1

6.2 Exploration for Actor-Critic Methods

We next used our exploration bonuses in conjunction with the A3C (Asynchronous Advantage
Actor-Critic) algorithm of Mnih et al. (2016). One appeal of actor-critic methods is their explicit
separation of policy and Q-function parameters, which leads to a richer behaviour space. This very
separation, however, often leads to deficient exploration: to produce any sensible results, the A3C
policy must be regularized with an entropy cost. We trained A3C on 60 Atari 2600 games, with and
without the exploration bonus (4). We refer to our augmented algorithm as A3C+. Full details and
additional results may be found in the appendix.

We found that A3C fails to learn in 15 games, in the sense that the agent does not achieve a score
50% better than random. In comparison, there are only 10 games for which A3C+ fails to improve on
the random agent; of these, 8 are games where DQN fails in the same sense. We normalized the two
algorithms’ scores so that 0 and 1 are respectively the minimum and maximum of the random agent’s
and A3C’s end-of-training score on a particular game. Figure 4 depicts the in-training median score
for A3C and A3C+, along with 1st and 3rd quartile intervals. Not only does A3C+ achieve slightly
superior median performance, but it also significantly outperforms A3C on at least a quarter of the
games. This is particularly important given the large proportion of Atari 2600 games for which an
✏-greedy policy is sufficient for exploration.

7 Related Work

Information-theoretic quantities have been repeatedly used to describe intrinsically motivated be-
haviour. Closely related to prediction gain is Schmidhuber (1991)’s notion of compression progress,

1A video of our agent playing is available at https://youtu.be/0yI2wJ6F8r0.

7

Marc G. Bellemare et al.: Unifying Count-Based Exploration and Intrinsic Motivation. NIPS 2016.
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Counting after Hashing
• Alternative idea:

• Map high-dimensional states into a k-bit hash code via 𝜙(𝑠) and count 𝑁 𝜙(𝑠) instead of 𝑁(𝑠)
à Shorter codes = more hash collisions
à Similar states = similar hashes?

• Locality-Sensitive Hashing (LSH)1
• Hashing scheme that preserves the distancing information between data points
à close vectors obtain similar hashes, distant vectors have different hashes

• SimHash2 uses the angular distance to measure similarity:

𝜙 𝑠 = sgn 𝐴𝑔(𝑠) ∈ −1,1 ! , where

• 𝐴 ∈ ℝ! ×# is a matrix with each entry drawn from 𝒩 0,1 , and
• 𝑔: 𝒮 → ℝ# is an optional preprocessing function

• Larger 𝑘’s lead to higher granularity and fewer collisions.

1 Haoran Tang et al.: Exploration: A Study of Count-Based Exploration for Deep Reinforcement Learning. NIPS 2017.
2 Moses Charikar: Similarity Estimation Techniques from Rounding Algorithms. STOC 2002.
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Counting after Hashing
• Alternative idea:

• Map high-dimensional states into a k-bit hash code via 𝜙(𝑠) and count 𝑁 𝜙(𝑠) instead of 𝑁(𝑠)
à Shorter codes = more hash collisions
à Similar states = similar hashes?

• Locality-Sensitive Hashing (LSH)1

1 Haoran Tang et al.: Exploration: A Study of Count-Based Exploration for Deep Reinforcement Learning. NIPS 2017.

Algorithm 1: Count-based exploration through static hashing, using SimHash
1 Define state preprocessor g : S ! RD

2 (In case of SimHash) Initialize A 2 Rk⇥D with entries drawn i.i.d. from the standard Gaussian
distribution N (0, 1)

3 Initialize a hash table with values n(·) ⌘ 0
4 for each iteration j do

5 Collect a set of state-action samples {(sm, am)}Mm=0 with policy ⇡
6 Compute hash codes through any LSH method, e.g., for SimHash, �(sm) = sgn(Ag(sm))
7 Update the hash table counts 8m : 0  m M as n(�(sm)) n(�(sm)) + 1

8 Update the policy ⇡ using rewards
⇢
r(sm, am) + �p

n(�(sm))

�M

m=0

with any RL algorithm

Note that our approach is a departure from count-based exploration methods such as MBIE-EB
since we use a state-space count n(s) rather than a state-action count n(s, a). State-action counts
n(s, a) are investigated in the Supplementary Material, but no significant performance gains over
state counting could be witnessed. A possible reason is that the policy itself is sufficiently random to
try most actions at a novel state.

Clearly the performance of this method will strongly depend on the choice of hash function �. One
important choice we can make regards the granularity of the discretization: we would like for “distant”
states to be be counted separately while “similar” states are merged. If desired, we can incorporate
prior knowledge into the choice of �, if there would be a set of salient state features which are known
to be relevant. A short discussion on this matter is given in the Supplementary Material.

Algorithm 1 summarizes our method. The main idea is to use locality-sensitive hashing (LSH) to
convert continuous, high-dimensional data to discrete hash codes. LSH is a popular class of hash
functions for querying nearest neighbors based on certain similarity metrics [2]. A computationally
efficient type of LSH is SimHash [6], which measures similarity by angular distance. SimHash
retrieves a binary code of state s 2 S as

�(s) = sgn(Ag(s)) 2 {�1, 1}k, (2)

where g : S ! RD is an optional preprocessing function and A is a k ⇥D matrix with i.i.d. entries
drawn from a standard Gaussian distribution N (0, 1). The value for k controls the granularity: higher
values lead to fewer collisions and are thus more likely to distinguish states.

2.3 Count-Based Exploration via Learned Hashing

When the MDP states have a complex structure, as is the case with image observations, measuring
their similarity directly in pixel space fails to provide the semantic similarity measure one would desire.
Previous work in computer vision [7, 20, 36] introduce manually designed feature representations
of images that are suitable for semantic tasks including detection and classification. More recent
methods learn complex features directly from data by training convolutional neural networks [12,
17, 31]. Considering these results, it may be difficult for a method such as SimHash to cluster states
appropriately using only raw pixels.

Therefore, rather than using SimHash, we propose to use an autoencoder (AE) to learn meaningful
hash codes in one of its hidden layers as a more advanced LSH method. This AE takes as input
states s and contains one special dense layer comprised of D sigmoid functions. By rounding the
sigmoid activations b(s) of this layer to their closest binary number bb(s)e 2 {0, 1}D, any state s
can be binarized. This is illustrated in Figure 1 for a convolutional AE.

A problem with this architecture is that dissimilar inputs si, sj can map to identical hash codes
bb(si)e = bb(sj)e, but the AE still reconstructs them perfectly. For example, if b(si) and b(sj) have
values 0.6 and 0.7 at a particular dimension, the difference can be exploited by deconvolutional
layers in order to reconstruct si and sj perfectly, although that dimension rounds to the same binary
value. One can imagine replacing the bottleneck layer b(s) with the hash codes bb(s)e, but then
gradients cannot be back-propagated through the rounding function. A solution is proposed by Gregor
et al. [10] and Salakhutdinov & Hinton [28] is to inject uniform noise U(�a, a) into the sigmoid

3
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Counting after Hashing
• Alternative idea:

• Map high-dimensional states into a k-bit hash code via 𝜙(𝑠) and count 𝑁 𝜙(𝑠) instead of 𝑁(𝑠)
à Shorter codes = more hash collisions
à Similar states = similar hashes?

• Learning Hash-Codes1
• SimHash works poorly on high-dimensional input with complex structure (such as images) as measuring 

the similarity on pixel-level fails to capture semantic similarity
• Idea: learn a compression using an autoencoder
• A special dense layer uses 𝑘 sigmoid functions in the latent space to generate a binary activation map
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Figure 1: The autoencoder (AE) architecture for ALE; the solid block represents the dense sigmoidal
binary code layer, after which noise U(�a, a) is injected.

Algorithm 2: Count-based exploration using learned hash codes
1 Define state preprocessor g : S ! {0, 1}D as the binary code resulting from the autoencoder

(AE)
2 Initialize A 2 Rk⇥D with entries drawn i.i.d. from the standard Gaussian distribution N (0, 1)
3 Initialize a hash table with values n(·) ⌘ 0
4 for each iteration j do

5 Collect a set of state-action samples {(sm, am)}Mm=0 with policy ⇡

6 Add the state samples {sm}Mm=0 to a FIFO replay pool R
7 if j mod jupdate = 0 then

8 Update the AE loss function in Eq. (3) using samples drawn from the replay pool
{sn}Nn=1 ⇠ R, for example using stochastic gradient descent

9 Compute g(sm) = bb(sm)e, the D-dim rounded hash code for sm learned by the AE
10 Project g(sm) to a lower dimension k via SimHash as �(sm) = sgn(Ag(sm))
11 Update the hash table counts 8m : 0  m M as n(�(sm)) n(�(sm)) + 1

12 Update the policy ⇡ using rewards
⇢
r(sm, am) + �p

n(�(sm))

�M

m=0

with any RL algorithm

activations. By choosing uniform noise with a > 1
4 , the AE is only capable of (always) reconstructing

distinct state inputs si 6= sj , if it has learned to spread the sigmoid outputs sufficiently far apart,
|b(si)� b(sj)| > ✏, in order to counteract the injected noise.

As such, the loss function over a set of collected states {si}Ni=1 is defined as

L
�
{sn}Nn=1

�
= � 1

N

NX

n=1

h
log p(sn)� �

K

PD
i=1 min

n
(1� bi(sn))

2 , bi(sn)2
oi

, (3)

with p(sn) the AE output. This objective function consists of a negative log-likelihood term and a
term that pressures the binary code layer to take on binary values, scaled by � 2 R�0. The reasoning
behind this latter term is that it might happen that for particular states, a certain sigmoid unit is never
used. Therefore, its value might fluctuate around 1

2 , causing the corresponding bit in binary code
bb(s)e to flip over the agent lifetime. Adding this second loss term ensures that an unused bit takes
on an arbitrary binary value.

For Atari 2600 image inputs, since the pixel intensities are discrete values in the range [0, 255],
we make use of a pixel-wise softmax output layer [37] that shares weights between all pixels. The
architectural details are described in the Supplementary Material and are depicted in Figure 1. Because
the code dimension often needs to be large in order to correctly reconstruct the input, we apply a
downsampling procedure to the resulting binary code bb(s)e, which can be done through random
projection to a lower-dimensional space via SimHash as in Eq. (2).

On the one hand, it is important that the mapping from state to code needs to remain relatively
consistent over time, which is nontrivial as the AE is constantly updated according to the latest data
(Algorithm 2 line 8). A solution is to downsample the binary code to a very low dimension, or by
slowing down the training process. On the other hand, the code has to remain relatively unique

4

1 Haoran Tang et al.: Exploration: A Study of Count-Based Exploration for Deep Reinforcement Learning. NIPS 2017.
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• Alternative idea:
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binary code layer, after which noise U(�a, a) is injected.
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1 Define state preprocessor g : S ! {0, 1}D as the binary code resulting from the autoencoder

(AE)
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activations. By choosing uniform noise with a > 1
4 , the AE is only capable of (always) reconstructing

distinct state inputs si 6= sj , if it has learned to spread the sigmoid outputs sufficiently far apart,
|b(si)� b(sj)| > ✏, in order to counteract the injected noise.

As such, the loss function over a set of collected states {si}Ni=1 is defined as

L
�
{sn}Nn=1

�
= � 1
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with p(sn) the AE output. This objective function consists of a negative log-likelihood term and a
term that pressures the binary code layer to take on binary values, scaled by � 2 R�0. The reasoning
behind this latter term is that it might happen that for particular states, a certain sigmoid unit is never
used. Therefore, its value might fluctuate around 1

2 , causing the corresponding bit in binary code
bb(s)e to flip over the agent lifetime. Adding this second loss term ensures that an unused bit takes
on an arbitrary binary value.

For Atari 2600 image inputs, since the pixel intensities are discrete values in the range [0, 255],
we make use of a pixel-wise softmax output layer [37] that shares weights between all pixels. The
architectural details are described in the Supplementary Material and are depicted in Figure 1. Because
the code dimension often needs to be large in order to correctly reconstruct the input, we apply a
downsampling procedure to the resulting binary code bb(s)e, which can be done through random
projection to a lower-dimensional space via SimHash as in Eq. (2).

On the one hand, it is important that the mapping from state to code needs to remain relatively
consistent over time, which is nontrivial as the AE is constantly updated according to the latest data
(Algorithm 2 line 8). A solution is to downsample the binary code to a very low dimension, or by
slowing down the training process. On the other hand, the code has to remain relatively unique
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reconstruction
loss 

Sigmoid activation
being closer to binary

1 Haoran Tang et al.: Exploration: A Study of Count-Based Exploration for Deep Reinforcement Learning. NIPS 2017.
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